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Abstract

Mitigating bias in vision models is challenging, particu-
larly when semantic attributes subtly influence predictions.
While vision-language models like CLIP provide strong de-
biasing signals, they require text input at inference, lim-
iting their use in image-only settings. We introduce N-
TIDE (Neutral Text-Inversion for Distillation-based Equi-
libration), a two-stage framework that distills CLIP’s fair-
ness guidance into a unimodal vision model. In the first
stage, we propose a novel neutral-text inversion process,
which regularizes the model by aligning a trainable neutral-
text embedding with CLIP’s null-text embedding. This
alignment captures semantic debiasing cues without requir-
ing text at test time. In the second stage, we transfer these
cues into an image-only encoder via cosine-based feature
matching. We further interpret this process through the lens
of deterministic diffusion, framing semantic alignment as a
guided trajectory.

Experiments on FairFace show that N-TIDE improves
fairness metrics such as Equalized Odds and Repre-
sentation Bias Difference with minimal accuracy loss.
Though the fairness gains are moderate and the diffu-
sion analogy remains conceptual, N-TIDE offers a prac-
tical path to integrating multimodal supervision into ef-
ficient vision-only models. The code is available at
https://github.com/iontail/N-TIDE.git.

1. Introduction
Deep neural networks have shown impressive perfor-

mance in various computer vision tasks. Nevertheless, con-
cerns about social and representational bias still remain, es-
pecially in sensitive areas such as facial recognition and
medical imaging. Existing methods for mitigating bias are
typically categorized as pre-processing, in-processing, or
post-processing [8]. While these approaches can help re-
duce statistical disparities, they are often limited in address-

*Equal contribution.

ing deeper semantic biases that originate from the visual
content itself.

Recent studies have explored the use of multimodal
models such as CLIP, which aligns visual and textual in-
formation in a shared semantic space. Several works [3, 5,
15, 22] have demonstrated that CLIP-based techniques, in-
cluding prompt modification and attribute projection, can
effectively suppress biased signals. However, these meth-
ods require access to a text encoder during inference, which
restricts their applicability in real-world systems where only
visual input is available.

Many practical environments, such as embedded plat-
forms, edge devices, and industrial inspection systems, de-
mand models that are both lightweight and fast. In such
cases, relying solely on visual inputs is often necessary.
This highlights the importance of developing methods that
improve fairness without introducing additional complexity
during inference.

In this study, we introduce N-TIDE, a two-stage frame-
work designed to distill the semantic knowledge of vision-
language models into a compact image-only model. Our ap-
proach is inspired by Null-Text Inversion [23], which uses a
specific text embedding to preserve image semantics during
editing. Building on this idea, we define a neutral-text em-
bedding that acts as a bias-corrective signal during training.
This embedding is not required once training is complete,
allowing the final model to remain free of textual depen-
dencies.

N-TIDE consists of two main components. In the first
stage, called neutral-text inversion, we construct a connec-
tion between CLIP’s null-text and a trainable neutral-text
embedding. By aligning the corresponding fused repre-
sentations through a compact fusion module, we extract
fairness-related information. In the second stage, we guide
the image-only model to match the debiased CLIP features
using cosine similarity loss. This can be interpreted as a
form of knowledge transfer that conveys semantic structure
while correcting for biased representations.

We further offer a conceptual understanding of our
method based on the idea of Denoising Diffusion Implicit
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Models (DDIM) [29]. The progression from null-text to
neutral-text embeddings is analogous to a denoising pro-
cess, where the model refines its internal representation to-
ward a more neutral and fair outcome. The contributions of
this paper are summarized as follows:

• We present N-TIDE, a two-stage debiasing framework
that enables fair image-only prediction by transferring
semantic supervision from a vision-language model.

• We design a training-time mechanism that leverages
the relationship between null and neutral text embed-
dings to inform fairness in visual representations.

• We provide a conceptual link between our approach
and diffusion-based models, offering new insight into
the process of learning unbiased features.

2. Related Work

2.1. Mitigating Bias

Bias mitigation strategies are commonly categorized into
three sequential stages: data preprocessing, model level in-
terventions, and postprocessing of decisions [4, 8, 9]. Data
preprocessing techniques modify the dataset prior to train-
ing by applying oversampling, undersampling, or synthetic
augmentation, allowing the model to learn a less biased rep-
resentation. However, these techniques can be timeconsum-
ing [19] as each instance must be individually transformed.
More importantly, when bias arises from the semantic con-
tent of the data or learned information within the model it-
self rather than class imbalance, simply adjusting sample
counts does little to alleviate the underlying unfairness [6].

While statistical biases, such as demographic imbal-
ances, can often be addressed through sampling strate-
gies [18, 33, 34] or post hoc calibration [13, 24], semantic
biases embedded in visual content require deeper interven-
tions at the representation or architectural level. Therefore,
we focus on mitigating intrinsic image based bias, partic-
ularly those arising from semantic cues within visual data,
rather than statistical artifacts that can be corrected through
conventional preprocessing or decision level adjustment. To
evaluate our approach, we conduct experiments on the Fair-
Face dataset [18], which aims to minimize demographic im-
balance through careful curation and balanced sampling.

2.2. Debiasing Unimodal Vision Models

In unimodal settings where only image inputs are avail-
able, traditional bias mitigation techniques also follow the
standard three stage taxonomy: preprocessing, inprocess-
ing, and postprocessing [2, 4]. In the preprocessing stage,
oversampling, undersampling, reweighting, or synthetic
data generation are used to rebalance datasets. Inprocessing

approaches include adversarial training, group-wise regu-
larization, or disentangled representation learning. Postpro-
cessing methods adjust prediction scores or thresholds after
model inference.

Despite their utility, these methods often lack the capac-
ity to incorporate semantic cues beyond pixel level features,
making it difficult to correct deeper, content driven biases.
To address this limitation, recent unimodal works attempt
to implicitly suppress biased visual patterns during training.
For example, FaceSaliencyAug [20] masks salient facial re-
gions to reduce the model’s reliance on biased attributes.
DebiAN [21] alternates between discovering biased con-
cepts and training a debiased classifier. DSA [25] modifies
attention maps in Vision Transformers to suppress spurious
correlations.

Unlike these methods, which rely entirely on image in-
puts, some recent approaches have attempted to introduce
multimodal signals during training. We build upon this idea
by incorporating textual semantics at training time, while
maintaining unimodal inference.

2.3. CLIP-based Debiasing

CLIP-based debiasing research can be broadly catego-
rized into two main approaches.

(1) Neutral feature extraction using pre-trained CLIP
encoders. FairCLIP [22] constructs a similarity matrix be-
tween image and text embeddings and minimizes group-
wise distributional discrepancies using the Sinkhorn dis-
tance, thereby leveraging CLIP’s pretrained feature space
for bias mitigation. FairerCLIP [5] directly operates
on frozen image and text embeddings from CLIP, ap-
plying debiasing techniques at the representation level.
SANER [15] neutralizes protected attribute words (e.g., re-
placing “woman” with “person”), passes the modified text
through the CLIP text encoder, and uses the resulting em-
bedding as a neutral reference. Similarly, Debiasing Vi-
sion Language Models via Biased Prompts [3] and Bend-
VLM [10] remove protected attribute information from text
embeddings via orthogonal projection or directional sub-
traction between attribute augmented query pairs (e.g., “a
photo of a male nurse” vs. “a photo of a female nurse”).

(2) Prompt-based attribute removal. These methods
modify the text prompts themselves to suppress bias related
information. SANER [15] introduces adversarial debiasing
losses over modified prompts such as “A photo of a per-
son” to suppress attribute specific signals in the resulting
embeddings. Debiasing Vision Language Models via Bi-
ased Prompts [3] disentangles class and attribute semantics
by refining prompts (e.g., “A photo of a doctor,” “A photo of
a male doctor,” and “A photo of a female doctor”) so that the
embedding of “doctor” captures only class related informa-
tion. BendVLM [10] adopts a similar strategy by generating
attribute augmented queries and removing the protected at-



tribute direction from the embedding space.
While these methods have demonstrated strong perfor-

mance in debiasing vision language models, they suffer
from a key limitation: they require the presence of a text
encoder at inference time and operate entirely within a mul-
timodal setup. As such, they are not applicable to pure vi-
sion only models that lack textual input or text processing
modules.

Our method, N-TIDE, addresses this limitation by in-
troducing a hybrid training strategy: we leverage CLIP
only during training to supervise the learning of a fair im-
age encoder. This is achieved by constructing a pivot be-
tween a null-text and a neutral-text embedding, enabling
text-informed debiasing without requiring prompts or text
encoders at inference time. Unlike prior works that mod-
ify prompts or perform attribute subtraction in the embed-
ding space, N-TIDE distills the debiased representation into
a standalone image model via feature matching. This allows
our model to benefit from multimodal supervision while
maintaining full compatibility with unimodal deployment
scenarios.

2.4. Text-Inversion Techniques

Null-Text Inversion [23] learns only a single “null-text”
embedding, rather than directly optimizing any editing re-
lated text embeddings, in order to preserve the original
image’s semantic structure even when an editing prompt
is applied. It freezes both the text encoder and the de-
noising backbone and optimizes only the null-text embed-
ding with an MSE loss so that the reverse diffusion pro-
cess reconstructs an image as close as possible to the orig-
inal. By leveraging the deterministic sampling trajectory
of DDIM [29], each noise added intermediate latent is
treated as a fixed point along a path between the original
and fully noised representations, allowing the model to re-
store it—and thereby maintain image identity—even under
strong conditional prompts.

In contrast, our N-TIDE starts from an unconditional ob-
jective and injects text based bias correction into a unimodal
image encoder. Specifically, we train a “neutral text embed-
ding” for bias mitigation and combine it with a lightweight
fusion module, applying text guidance only during training
so that at inference time the model relies solely on its im-
age encoder to produce fair predictions. Unlike Null-Text
Inversion whose goal is to preserve image identity by learn-
ing only an uninformative embedding N-TIDE distills the
effects of text based debiasing into a pure image model via
targeted finetuning.

2.5. Knowledge Distillation for Fairness

Research on fairness via Knowledge Distillation aims
to reduce bias by transferring the teacher model’s softened
prediction to the student model. For exmaple, in Fair-

ness Without Demographics in Human Centered Federated
Learning [27], the teacher’s softmax outputs are ”softened”
by increasing the temparature, then combined with the hard
targets (ground truth labels) to train the student model,
while also verifying fairness metrics such as demographic
parity and equal opportunity. In Fair Feature Distillation
for Visual Recognition [17], MMD based regularization is
used to align each group’s feature distribution in the student
model with the teacher’s average distribution, but there is
no methodology to define and distill neutral features with-
out language or text information.

3. Methods
3.1. Overall Architecture

The proposed N-TIDE framework consists of two stages:
Neutral-Text Inversion and Feature Matching, as illustrated
in Figure 1. In the first stage, we leverage the pretrained
CLIP model to construct a pivoting mechanism between
its representations under a null-text embedding and a train-
able neutral-text embedding. During this stage, only the
neutral-text embedding, a task specific embedding, and a
lightweight classifier including the fusion module are up-
dated, while the CLIP encoders remain frozen. The fu-
sion module combines features from the text and image en-
coders via element-wise addition, followed by a sequence
of linear layers. We adopt addition instead of concatena-
tion to mitigate the model’s tendency to overfit to image
features, which we observed when using MLPs over con-
catenated inputs where the text embedding was often disre-
garded. This design encourages a more balanced integration
of both modalities. The objective of this stage is to guide the
model toward a text-informed, yet text independent, repre-
sentation of semantic fairness by aligning the fused features
from both text conditions.

In the second stage, we train a unimodal image only
model using a feature matching objective. The image en-
coder is supervised to align its output features with those
obtained from CLIP conditioned on the learned neutral-text
embedding. This stage serves as a form of knowledge dis-
tillation, transferring the debiased representation learned in
the first stage to the image-only model. All CLIP related
modules remain frozen, and only the image encoder and
classifier are updated. The entire process ensures that the
resulting model produces unbiased predictions without re-
quiring a text encoder at inference time.

3.2. Neutral-Text Inversion

Null-Text Inversion [23] aims to generate edited images
that preserve the semantic content of the original input. To
this end, it avoids optimizing text embeddings that are di-
rectly related to the editing prompt. Instead, it trains a spe-
cial null-text embedding, representing an uninformative sig-



Neutral Text
Encoder

Image
Encoder

Fuse

0.12

0.65

0.23

Classification

0.04

0.85

0.11

Pivoting

Text
Encoder

Image
Encoder

Fuse

Image
Encoder

Knowledge
Distilation

Figure 1. Overall architecture of N-TIDE. The purple and green encoders represent the pretrained CLIP text and image encoders, respec-
tively. The model uses MSE loss between features from a neutral-text embedding and a null-text embedding to align representations. The
learned representations are then distilled into an image only model to encourage unbiased predictions. Components marked with a flame
icon indicate trainable parameters, those marked with a lock icon are frozen during training, and ϕ denotes the null-text embedding.

nal for unconditional representation, while keeping the text
encoder and other diffusion model components frozen. This
includes the underlying denoising backbone used in models
such as Stable Diffusion [26], and score based generative
models [30]. This embedding is optimized so that the de-
noising process reconstructs an image close to the original,
even when conditioned on a prompt during reverse process.

min
ϕ

∥∥z∗t−1(ϕ)− zt−1(zT , ϕ, c)
∥∥2
2

(1)

Inspired by this idea, we propose N-TIDE, which takes
an opposite approach. While Null-Text Inversion focuses
on maintaining image identity in the presence of strong con-
ditional prompts by learning an unconditional text embed-
ding, N-TIDE starts from an unconditional objective and
seeks to inject text-based bias correction into a unimodal
image encoder. Specifically, we train a neutral text em-
bedding that encapsulates the effect of text based guidance.
This embedding is used only during training, enabling the
image only model to produce unbiased predictions without
requiring a text encoder at inference time. The training ob-
jective, where ϕ and ψ denote the null-text embedding and
neutral-text embedding, respectively, is defined as follows:

min
ψ

∥z∗(ψ)− z(ϕ)∥22 (2)

In Null-Text Inversion, a null-text embedding is trained
using an auxiliary mean squared error (MSE) loss to align
the latent vectors obtained from the forward and backward
(denoising) processes at corresponding time steps. In this
setting, the forward process maps the original image to a
noised latent vector, while the backward process predicts

the noise (or score) to reverse this trajectory and reconstruct
the original image.

Due to the deterministic nature of DDIM [29], each in-
termediate latent can be viewed as a point along a fixed
trajectory between the original image and its correspond-
ing noised representation. From this perspective, extract-
ing a latent representation and reversing it toward a target
label which reflects a subset of the image’s semantics can
be interpreted as a backward process of the DDIM. Conse-
quently, DDIM inversion techniques can be adapted to en-
able controllable label prediction through guided manipula-
tion of the latent space. See Section 3.4 for more details.

We construct two pairs: one consisting of an image and a
null-text embedding, and another with the same image and
a neutral-text embedding. For each pair, we apply an auxil-
iary loss to align the fused representations obtained from the
same CLIP image and text encoders. By pivoting the fused
features of the neutral-text pair toward those of the null-text
pair, the model learns to emulate a neutral condition. This
pivoting encourages the image only model to make fairer
predictions by implicitly incorporating text guided debias-
ing [3, 5, 15, 22].

In our implementation, the fusion module is a
lightweight MLP that aggregates image and text features
via concatenation. During training, only the null-text em-
bedding, the classifier for the specific task, and the fusion
module are updated. The fusion module, along with the
CLIP image and text encoders, is shared across both pairs
during training, as illustrated in Figure 1.



Attribute Model Accuracy ↑ Equal Opportunity
Difference ↓

Equalized
Odds Difference ↓

Demographic Parity
Difference ↓

Representation Bias
Difference ↓

Race ResNet50 0.857 0.024 0.017 0.019 0.079
N-TIDE (ours) 0.867 0.020 0.015 0.021 0.021

Improvement Rate +1.17% -16.67% -11.76% +10.53% -73.42%

Gender ResNet50 0.885 0.091 0.091 0.034 0.342
N-TIDE (ours) 0.892 0.067 0.063 0.042 0.049

Improvement Rate +0.79% -26.37% -30.77% +23.53% -85.67%

Table 1. Results comparison between ResNet50 and N-TIDE. Each attribute (Race and Gender) represents the target label that the cor-
responding models were trained on. Accuracy shows relative gain (↑), while metrics marked with ↓ are better when lower. The reported
Improvement Rate indicates the percentage change of N-TIDE compared to ResNet50. For bias(↓) metrics, more negative values reflect
greater improvement.

3.3. Feature Matching

Our training process consists of two stages, where only a
subset of layers is updated during the first stage. This design
choice is motivated by the observation that directly fine-
tuning CLIP can distort the semantic space learned from
large scale image-text pairs [16]. To preserve the pretrained
semantic structure while adapting to a specific downstream
task, we update only the null-text embedding and the clas-
sifier in the first stage. Once this training is complete, we
proceed with a feature matching step.

For the image encoder, we use ResNet-50 [14], which
is the same backbone architecture employed by CLIP. The
classifier in the second stage retains the same structure as in
the first stage. During this stage, we apply feature matching
by aligning the representations produced by the unimodal
image encoder with those from CLIP conditioned on the
learned neutral-text embedding, using a cosine similarity
loss. This contrasts with the MSE loss used in the first
stage, where both representations originate from the same
CLIP model and inherently share the same semantic space.

In contrast, the unimodal encoder has not been pretrained
on large scale image-text pairs and therefore requires guid-
ance toward CLIP’s pretrained semantic space. To achieve
this, we apply a cosine similarity loss between features
from the unimodal encoder and those from the frozen CLIP
model, which are obtained by inputting the image and the
learned neutral-text embedding. The null-text embedding
used in the first stage is not involved in this step.

We adopt cosine similarity instead of MSE because it
provides directional information in addition to magnitude
alignment. This property is expected to help the unimodal
encoder learn the target semantic space more accurately and
efficiently. The resulting feature alignment serves as a reg-
ularization mechanism, encouraging the unimodal encoder
to acquire a neutralized subspace of CLIP’s semantic space.
We interpret this feature matching step as a form of knowl-
edge distillation.

3.4. DDIM Perspective on CLIP

We reinterpret our training framework through the lens
of deterministic diffusion models, particularly Denoising
Diffusion Implicit Models (DDIM) [29], to draw an anal-
ogy between CLIP’s latent encoding and the trajectory of
structured semantic manipulation.

DDIM defines a non-stochastic forward and reverse tra-
jectory between a clean input x0 and a fully noised rep-
resentation xT , where each intermediate latent xt lies on a
deterministic path defined by the noise prediction model ϵθ.
The reverse process at timestep t is given by:

xt−1 =

√
αt−1√
αt

(
xt −

√
1− αt · ϵθ(xt, c)

)
+
√

1− αt−1 · ϵθ(xt, c)
(3)

We draw a conceptual analogy: CLIP’s transformation
from raw images to entangled semantic embeddings paral-
lels the DDIM forward process, while classification from
those embeddings resembles a reverse denoising step. In
our architecture, we incorporate a neutral-text embedding
tneutral into the CLIP fusion pipeline, producing fused rep-
resentations f = MLP(zimg + ztext) that lie in a latent se-
mantic space.

By aligning fneutral with fnull (obtained with null-text em-
bedding), we effectively guide the semantic encoding tra-
jectory in a direction that reduces bias. This operation con-
ceptually mirrors DDIM’s guided reverse process, where
conditioning steers latent transitions toward desired seman-
tic targets.

Furthermore, while DDIM explicitly manipulates latents
through additive noise, CNN based encoders like CLIP im-
plicitly project images through a sequence of learned non-
linear transformations. Each projection step moves the
input toward high-level feature modes in the distribution,
which can be interpreted as traversing a hierarchical latent
manifold, which is similar to DDIM’s forward process.



Our framing thus interprets CLIP’s fusion mechanism as
a one-step guided sampling, where neutral-text embedding
provides directional alignment analogous to DDIM guid-
ance. This perspective offers a theoretical justification for
using neutral text as an intermediate anchor for debiasing,
enabling controllable semantic transitions in the embedding
space without requiring iterative refinement.

4. Experiments
4.1. Experiments Setup

4.1.1 Dataset

We conduct our experiments using the FairFace
dataset [18], which contains approximately 108,500
facial images curated to support fairness-aware learning.
The images were collected from Flickr’s YFCC100M
dataset [31] and manually verified to ensure quality and
demographic diversity. FairFace provides annotations for
race (seven categories: White, Black, Latino/Hispanic, East
Asian, Southeast Asian, Indian, and Middle Eastern), gen-
der (male, female), and age (eight age groups ranging from
children to seniors). The dataset is intentionally balanced
across these attributes to prevent over-representation of any
specific demographic group, thereby enabling unbiased
evaluation in facial analysis tasks.

In our experiments, we focus on four race cate-
gories—White, Black, East Asian, and Indian—to ensure
comparability with UTKFace [35], following the setup
in [18]. The age attribute is excluded to concentrate on
the core classification task. Our model is trained to predict
race and gender from facial images, and FairFace is used
as a benchmark to assess the effectiveness of the proposed
N-TIDE framework in mitigating social bias within purely
image-based vision models.

4.1.2 Metrics

Accuracy Accuracy is the proportion of samples that the
model correctly predicts out of all predictions. In other
words, it is defined as the number of times the model’s pre-
dicted values match the true labels across all classes, di-
vided by the total number of samples.

Equal Opportunity Difference Equal Opportunity Dif-
ference [13] measures the gap in a model’s ability to detect
positive cases (True Positive Rate) across different sensi-
tive attribute groups. It computes each group’s TPR and
then takes the difference between the highest and lowest
values, revealing whether some groups are systematically
more likely to be correctly classified as positive than others.

∆EOp = max
g

TPRg − min
g

TPRg

Equalized Odds Difference Equalized Odds Difference
[13] accounts for disparities in both True Positive Rate and

False Positive Rate across groups. For every pair of groups,
it computes the absolute difference in TPR and the abso-
lute difference in FPR, averages those two gaps, and then
takes the maximum over all pairs. This enforces fairness in
both correct positive detections and incorrect positive errors
simultaneously.

∆EO = max
g1,g2

1

2

(∣∣TPRg1−TPRg2
∣∣ + ∣∣FPRg1−FPRg2

∣∣)
Demographic Parity Difference Demographic Parity

Difference [12] assesses how differently the model pre-
dicts the positive class rate across groups. It calculates the
proportion of samples predicted as positive for each group
(positive prediction rate, PR [7]) and then takes the differ-
ence between the maximum and minimum proportions, in-
dicating whether certain groups receive disproportionately
more positive predictions.

∆DP = max
g

PRg − min
g

PRg

While Demographic Parity captures overall balance in pos-
itive decisions, it should be interpreted alongside Equal Op-
portunity Difference and Equalized Odds Difference to ob-
tain a more complete picture of fairness, since those met-
rics account for group-specific performance gaps in true and
false positive rates.

Representation Bias Difference Representation Bias
Difference quantifies bias inherent in the data distribution
itself. It first computes the mean feature vector for each
group, then measures the cosine distance between every pair
of group means. The largest distance reflects the greatest
imbalance in representation in feature space.

RBD = max
g1,g2

(
1 − µg1 · µg2

∥µg1∥ ∥µg2∥

)
This formulation is precisely the Maximum Mean Dis-
crepancy (MMD) [11] between the two group distributions
when using a cosine kernel, making RBD a special case of
MMD restricted to comparing mean embeddings via cosine
similarity [28].

4.1.3 SetUp

This experiment was conducted under the following com-
mon settings. We used an NVIDIA RTX A5000 GPU
and subsampled the FairFace dataset, selecting four classes
(White, Black, East Asian, Indian) out of the original seven.
The total dataset comprised 60,000 images, split into 45,000
for training, 8,000 for validation, and 7,000 for testing.
Input images were augmented with RandomResizedCrop,
RandomHorizontalFlip, RandomRotation, and ColorJitter.
The batch size was fixed at 64. We trained all models using
the AdamW optimizer with a Cosine Decay learning rate
scheduler, and applied label smoothing for regularization.



Attribute Model Accuracy ↑ Equal Opportunity
Difference ↓

Equalized
Odds Difference ↓

Demographic Parity
Difference ↓

Representation Bias
Difference ↓

Race ResNet50 0.857 0.024 0.017 0.019 0.079
CLIP w/o T.E. 0.867 0.034 0.021 0.021 0.023
CLIP w/ T.E. 0.865 0.032 0.020 0.020 0.025
CLIP†+ random init. 0.865 0.034 0.021 0.020 0.021
CLIP†+ ‘person’ init. 0.865 0.031 0.019 0.020 0.019
CLIP w/ T.E + distil. 0.868 0.021 0.016 0.020 0.026

N-TIDE w/o inversion 0.865 0.023 0.017 0.018 0.020
N-TIDE (ours) 0.867 0.020 0.015 0.021 0.021

Gender ResNet50 0.885 0.091 0.091 0.034 0.342
CLIP w/o T.E. 0.891 0.073 0.069 0.046 0.187
CLIP w/ T.E. 0.889 0.072 0.070 0.042 0.160
CLIP†+ random init. 0.888 0.076 0.075 0.046 0.116
CLIP†+ ‘person’ init. 0.889 0.069 0.066 0.043 0.119
CLIP w/ T.E + distil. 0.896 0.073 0.073 0.039 0.131

N-TIDE w/o inversion 0.896 0.069 0.069 0.033 0.139
N-TIDE (ours) 0.892 0.067 0.063 0.042 0.049

Table 2. Results evaluating the effect of text encoder (T.E.) usage and neutral-text embedding initialization on debiasing performance. We
compare baseline models (ResNet50 and CLIP) against N-TIDE under two neutral-text embedding initialization settings: (1) random init.,
using a random vector; and (2) ‘person’ init., using the embedding of the ‘person’ token from the CLIP text encoder. N-TIDE w/o inversion
excludes the null-text inversion process to isolate its effect, while still using the neutral-text embedding for the prompt. Models marked
with † are trained with null-text inversion only, without feature matching. Best and second-best results are highlighted in red and blue,
respectively.

For the baseline (student) model, we employed a
ResNet-50 pretrained on ImageNet and trained it for 15
epochs. The learning rate for backbone parameters was set
to 1× 10−5, and for the projection and classification heads
(MLP) to 1×10−4, decaying to a minimum of 1×10−5 via
cosine decay without any warmup. Weight decay was fixed
at 1× 10−2.

For the teacher model, we used the CLIP visual back-
bone (RN50) and performed knowledge distillation for 10
epochs. The initial learning rate was 1 × 10−4, decayed to
1×10−5 with cosine decay (no warmup), and weight decay
was set to 1× 10−5.

4.2. Primary Results

Table 2 presents the results of our debiasing experiments
on race and gender prediction. It includes evaluations of
CLIP-based baselines, both with and without the text en-
coder, as well as comparisons under different neutral-text
initialization schemes. We also investigate the impact of
text-encoder distillation and the effect of removing the in-
version step in N-TIDE. Finally, we compare the perfor-
mance of the pure ResNet50 with our complete N-TIDE
pipeline.

CLIP-based Baselines Analysis First, comparing CLIP
without T.E. to CLIP with T.E., adding the text encoder
causes a slight drop in accuracy (0.867 → 0.865) but yields
consistent improvements across all bias metrics (Equal Op-

portunity Difference: 0.034 → 0.032; Equalized Odds Dif-
ference: 0.021 → 0.020), indicating that simply incorporat-
ing T.E. can enhance fairness. In gender prediction, accu-
racy decreases marginally from 0.891 to 0.889, while De-
mographic Parity Difference falls from 0.046 to 0.042 and
Representation Bias Difference from 0.187 to 0.160.

Next, when comparing CLIP w/ T.E. + random init.
against CLIP w/ T.E. + ‘person’ init., the model using only
random initialization shows negligible change in perfor-
mance, whereas initializing with the ‘person’ token further
improves race prediction metrics (Equal Opportunity Dif-
ference: 0.031; Equalized Odds Difference: 0.019; Repre-
sentation Bias Difference: 0.019), confirming that the ini-
tialization strategy critically impacts final performance.

Distillation Analysis The distillation model effectively
combines the ImageNet1K pretraining of the student model
with CLIP’s text–image alignment knowledge, leading to
improved overall performance. Applying CLIP w/ T.E. +
distill. raises race prediction accuracy slightly from 0.865 to
0.868 and reduces the Equalized Odds Difference to 0.016
(with an Equal Opportunity Difference of 0.021), but Rep-
resentation Bias Difference actually increases to 0.026. Al-
though CLIP with T.E. and distillation often ranks second
on race, its performance is nearly the same. For gender
prediction, accuracy improves from 0.889 to 0.896 and De-
mographic Parity Difference decreases from 0.043 to 0.039,
yet Representation Bias Difference rises to 0.131—demon-
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Figure 2. t-SNE [32] visualizations of features extracted from FairFace images after passing through each model’s fusion module, with
initialization using PCA [1]. Subfigures (a) and (b) show models trained on the gender attribute: (a) ResNet50, (b) N-TIDE. In both, colors
indicate different race groups. Subfigures (c) and (d) show models trained on the race attribute: (c) ResNet50, (d) N-TIDE. Here, colors
represent different gender groups. These visualizations illustrate how each model encodes demographic features and reveal differences in
clustering and feature disentanglement between architectures.

strating that its bias-metric performance for gender remains
poor despite accuracy gains.

Meanwhile, when compared with the N-TIDE model
without the inversion step (N-TIDE w/o inversion), both ap-
proaches deliver similar gains in Equal Opportunity, Equal-
ized Odds, and Demographic Parity metrics, but Represen-
tation Bias Difference remains high. Specifically, N-TIDE
w/o inversion lowers race Demographic Parity Difference
to 0.018 (accuracy 0.865, RBD 0.020), whereas the full
N-TIDE (ours) achieves an Equal Opportunity Difference
of 0.020 and an Equalized Odds Difference of 0.015. In
gender prediction, N-TIDE w/o inversion reduces Demo-
graphic Parity Difference to 0.033, and the complete N-
TIDE further drives Representation Bias Difference down
to 0.049. These results suggest that while distilling neutral-
text embeddings can partially improve fairness metrics, ex-
plicitly incorporating our neutral-text inversion process is
essential to effectively mitigate bias at the representation
level.

N-TIDE without Inversion vs N-TIDE Comparing N-
TIDE w/o inversion with the full N-TIDE, adding the inver-
sion step reduces race prediction metrics—Equal Opportu-
nity Difference from 0.023 to 0.020, Equalized Odds Dif-
ference from 0.017 to 0.015, and Demographic Parity Dif-
ference from 0.018 to 0.015. Notably, for gender predic-
tion, the Representation Bias Difference drops significantly
from 0.116 to 0.049, clearly demonstrating that the inver-
sion step plays a crucial role in effectively mitigating bias
at the model’s representation level.

ResNet50 vs N-TIDE As shown in Table 1, N-TIDE’s
combination of neutral-text embedding and inversion pro-
vides clear advantages over the image only ResNet50. For
race, accuracy improves from 0.857 to 0.867; Equal Op-
portunity Difference from 0.024 to 0.020; Equalized Odds
Difference from 0.017 to 0.015; and Representation Bias
Difference plummets from 0.079 to 0.021. In gender pre-
diction, ResNet50’s accuracy of 0.885 (Demographic Par-

ity Difference 0.034, RBD 0.342) is outperformed by N-
TIDE’s 0.892 accuracy and an RBD of just 0.049—demon-
strating that N-TIDE can substantially reduce distributional
bias while maintaining or improving overall accuracy.

Representation Space Analysis To further understand
the effect of our proposed debiasing method, we exam-
ine the internal feature representations of both the baseline
and N-TIDE models. Specifically, we pass input samples
through each model and extract the feature embeddings af-
ter the fusion module. We then visualize these embeddings
using t-SNE [32] with PCA initialization.

Figure 2 presents the resulting visualizations. Each sub-
figure displays samples grouped by the attribute that is not
the classification target—i.e., for models trained on gen-
der, we color points by race, and vice versa. In Figure 2a,
the ResNet50 model exhibits partial clustering based on the
protected attribute (e.g., race), indicating that the model’s
internal representations still encode demographic informa-
tion in a structured way. This reveals a potential source of
bias leakage.

In contrast, Figure 2b shows that embeddings from the
N-TIDE model appear more uniformly distributed, with no
clear separation along the protected attribute. This sug-
gests that the learned features are less entangled with non-
target demographic signals, providing qualitative evidence
that N-TIDE promotes fairer representations by neutralizing
attribute specific structure in the feature space.

Figures 2c and 2d, which correspond to models trained
on race and visualized by gender, show minimal differ-
ences. In both cases, the feature distributions appear ran-
domly mixed. This result is likely not due to successful de-
biasing, but rather stems from the inherent characteristics of
the gender attribute: it is binary (male, female) and nearly
balanced in distribution. As a result, models trained on race
naturally exhibit low bias with respect to gender, regardless
of debiasing strategy. This setting makes it difficult for bias
metrics to capture meaningful disparities, potentially mask-



ing subtle representation level biases.
In summary, our experiments show that simply apply-

ing the text encoder and initializing neutral-text embeddings
leads to only modest improvements in fairness metrics for
CLIP-based models. Incorporating text encoder distillation
further reduces some measures (e.g., Equalized Odds Dif-
ference), but at the cost of increased Representation Bias
Difference. In contrast, the full N-TIDE pipeline—with
neutral-text inversion as a core component—consistently
reduces all bias metrics while preserving or slightly improv-
ing overall accuracy. As shown in Table 1, N-TIDE reduces
Representation Bias for race from 0.079 to 0.021 (over 73%
reduction) and for gender from 0.342 to 0.049 (over 85% re-
duction) compared to ResNet50.

These findings clearly validate that neutral-text embed-
ding combined with inversion based prompt tuning can sub-
stantially mitigate distributional bias in image classification
models.

5. Limitations
While N-TIDE introduces a novel distillation-based de-

biasing framework that transfers CLIP’s semantic knowl-
edge into a vision-only model, our study has several limita-
tions.

First, our reinterpretation of CLIP’s embedding behav-
ior through the lens of Denoising Diffusion Implicit Models
(DDIM) serves as an insightful conceptual analogy. How-
ever, this connection remains intuitive rather than theoreti-
cally grounded. We do not provide a formal mathematical
proof that directly links CLIP’s latent encoding trajectory
to a deterministic diffusion process. Establishing this con-
nection remains an open direction for future theoretical re-
search.

Second, we limited our experiments to the FairFace
dataset, which is relatively balanced across demographic
groups. While this setting is suitable for evaluating seman-
tic bias, it does not reflect real world data imbalances. Due
to project constraints, we were unable to test N-TIDE on
statistically imbalanced datasets such as UTKFace, which
would better assess the method’s robustness to distribu-
tional skew.

Third, although N-TIDE consistently improves fairness
metrics across race and gender classification tasks, the mag-
nitude of improvement is modest in many cases. This indi-
cates that while our inversion guided distillation adds mean-
ingful fairness signals, additional architectural or training
level interventions may be required to achieve more sub-
stantial gains.

Finally, our approach is tailored to mitigating social bi-
ases such as race and gender. It remains unclear whether the
same neutral-text inversion mechanism can be extended to
address other types of biases, such as those arising from tex-
ture reliance in CNNs or inappropriate correlations. Broad-

ening the scope of our framework to such biases is an im-
portant avenue for future investigation.

6. Conclusion
We presented N-TIDE, a two-stage debiasing frame-

work that transfers CLIP’s semantic supervision into a stan-
dalone image-only model. By learning a trainable neutral-
text embedding aligned with CLIP’s null-text condition, our
method enables fairness-aware training without requiring
text input at inference time.

Through fusion based feature matching, N-TIDE reduces
reliance on biased visual cues and promotes more balanced
representations. We further offered a diffusion inspired in-
terpretation of CLIP’s latent dynamics to conceptually sup-
port our alignment strategy.

Experiments on the FairFace dataset demonstrate that
N-TIDE achieves consistent improvements across multi-
ple fairness metrics while preserving classification accu-
racy. Nonetheless, limitations remain: the diffusion based
perspective lacks formal proof, the method’s effectiveness
on statistically imbalanced datasets like UTKFace was not
tested, and its applicability to non-social biases (e.g., tex-
ture bias) is unexplored.

Despite these constraints, N-TIDE provides a promis-
ing foundation for integrating multimodal debiasing signals
into unimodal models, opening avenues for broader appli-
cations in fair vision systems.
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